Cross-Media and the Web:

Best Practices for Using the Internet to Measure

Cross-Media Advertising Campaigns

Presented at the ARF Week of Workshops, September 24, 2003, NYC

Authors: Jim Dravillas, Gerard Broussard (mOne) and Jeffrey Graham (Dynamic Logic)

Acknowledgements: Rex Briggs (Marketing Evolution) and Bill Cook (ARF)

ABSTRACT

The advent of integrated, cross-media campaigns that
include the Internet has spurred marketers to explore
how different media can be used synergistically to
build their brands. And while branding objectives may
be unified across media, the understanding that
media have inherent differences, and costs, has led
marketers to try to build competitive advantage by
honing the efficiency of their cross-media
investments. Many methodologies for measuring the
impact of various marketing components fall short in
measuring online advertising, so new methodologies,
which take advantage of Internet ad tracking and
cost-efficient data collection, have come to the fore.

This new kind of research holds the potential to
improve the efficiency of cross-media investments
and relies on the following: (1) the convergence of
electronic tracking and survey data for opportunity-to-
see (OTS) measurement (2) use of factorial
experimental designs using Internet ad servers, and,
(3) in some cases, the projection of online survey
data. But these new research approaches will
improve cross-media investment only if we address
the associated challenges to ensure proper design,
analysis and interpretation of results. This paper
explores some of those challenges and suggests how
to best address them.

Copyright 2003 by The ARF, reprinted with permission




INTRODUCTION

Marketers face an increasingly challenging advertising environment. Media channels continue to
fragment, and audiences are elusive. The imperative to reach consumers with a consistent message
across multiple points of contact comes in the midst of advertising/marketing budget cuts and intense
competition. These challenges occur while an emerging medium, the Internet, has attracted advertising
dollars from major marketers. After passing through an initial period of disappointment, a series of
industry and proprietary studies have proven that the web has branding as well as direct response value'.
Now the burden of proof rests on the Internet’s ability to complement, and fulfill, branding objectives along
with offline media such as television, radio, and print.

Recently, research to measure cross-media advertising effectiveness has increasingly employed Internet-
based data collection, because of the medium’s advantages in cost-effectiveness and ability to track
exposure to online advertising. Recent public studies utilizing online recruitment to understand the
efficacy of various media channels within a campaign, some released in cooperation with the ARF (i.e.
IAB XMOS Studies), have garnered substantial interest from the research and marketing communities.

The methodology used in both industry XMOS and private cross-media studies conducted by Dynamic
Logic and other research companies, utilizes cookie-based technology to facilitate experimental designs
that allow comparisons of responses from individuals exposed to online advertising to the responses from
a similar group not exposed to that online advertising. To supplement the experimental design
comparisons, this methodology also gathers cookie-based exposure data for online ads along with self-
reported media consumption (survey-based) data to measure an Opportunity to See (OTS) for offline
media. These supplementary media exposure measures are used in the analysis of the data for
respondent weighting and to estimate the impact of modifying the cross-media plan.

As Rex Briggs, creator of the XMOS approach has noted, many of the techniques that marketers employ
to measure their marketing mix do not work well for measuring the Internet components of most cross-
media campaigns — chiefly because of the very low levels of online advertising spending relative to offline
spending.3 Over the past several decades, various methodologies have been developed and employed
to measure the effectiveness of different marketing platforms within an integrated campaign. When
measuring offline marketing channels only, these “offline-mix” methodologies can be valuable in
determining the relative efficiency of various efforts. However, many of these methodologies were
developed before the advent of online marketing and were not designed to quantify the Internet's
contribution. In many cases, inherent aspects of those methodologies render them inadequate in
measuring Internet marketing activity.

While each of the following methodologies have been employed in limited cases to measure the value of
online marketing alone or as components of integrated strategies, they do not currently appear to be
viable techniques for measuring the vast majority of online advertising campaigns.4 Some of those
methodologies include:

Media Mix Modeling — Media mix modeling analyzes the efficiency of marketing activity by
correlating data such as attitudes and sales with marketing spending and promotional activity.
Since online marketing spending is generally a very small proportion of marketing budgets, these
methodologies usually cannot accurately measure the Internet’s contribution to the media mix.
Modeling is also very expensive and cost-prohibitive to measure individual campaigns.

Telephone Tracking — Using telephone-based tracking for day-after-recall of advertising and
general brand tracking is common, but it has drawbacks when online advertising is in the mix.
The most significant drawback is the difficulty in using Random Digit Dial (RDD) methods to
locate exposed respondents to online campaigns, which generally do not achieve high national
reach. Another problem relates to the fact that online advertising is served in rotation; different
visitors to the same web pages may be exposed to different advertisements. Thus, when it
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comes to the web, gauging vehicle exposure through surveys cannot effectively determine
advertising exposure.

Split (or Matched) Market Testing + This approach involves the measurement of the effect of
marketing activity in a test market and a comparison of sales results to a matched market in
which there is no marketing activity. This methodology cannot effectively be employed with
online advertising, however, because geo-targeting on the Internet is not yet sufficient to treat a
specific market with online advertising and block online advertising from a matched region.

To surmount these limitations, researchers have developed methodologies that use the Internet to
conduct research to measure advertising effectiveness. This research, which we will refer to as Internet-
based Cross-Media Measurement (ICM), leverages the ability to track and control exposure to online
advertising (with electronic “cookies”) and to cost-efficiently sample respondents, in order to overcome
some of the shortcomings of the traditional offline research approaches described above.

Some of the most widely known examples of ICM research are the XMOS studies, sponsored by the
Interactive Advertising Bureau with technical support from the ARF.> The research was created by Rex
Briggs and conducted by Dynamic Logic in cooperation with Forrester research. XMOS represents the
state of the art research practices in ICM measurement, helping advertisers determine their optimal
budget allocations across media based on the results of specific advertising campaigns. Since XMOS
represents the most significant public research of its kind, our paper will use its practices to structure our
discussion of the issues in ICM research.

It is important to note that the ICM techniques referenced in this paper generally use attitudinal measures
to determine advertising effectiveness. Return on Investment (ROI) is usually measured in terms of
branding effects. While there has been much work to quantify the direct sales effects of advertising,
using branding measures to determine advertising effectiveness is consistent with the goals of advertising
that have been articulated and measured for decades. In some more recent XMOS studies, consumer
behavior such as sales has been measured; however, this paper will focus on branding effects.

STUDY DESIGN AND VERIFYING ADVERTISING EXPOSURE

Implementing a study design that can properly quantify the complementary and individual effects of
advertising in each medium is the central issue for ICM research. Factorial experimental designs are
research best practice and serve as the underpinning of most ICM studies, such as XMOS. In these
designs, the exposure to online advertising is independent of the exposure opportunity to see ads in any
of the other campaign media. In addition, each element of the mix (i.e., Internet alone, Internet plus TV,
radio alone, radio plus print, etc...) is isolated by design, without reference to media-usage questions
included in the survey.

Such factorial experimental designs facilitate proper statistical comparisons between individual elements.
Yet, due to cost concerns and implementation hurdles, outlined below, full utilization of the factorial
design best practice may be out of reach for some campaigns. In these instances, the ICM research may
use an experimental design as the primary means of test and control cell separation, but may also use
the survey data to aid in the interpretation of media effects. Studies that utilize the survey data in this
manner encounter their own limitations that derive from the recall-based method of measuring offline
Opportunity to See (OTS).




Factorial Experimental Design

Where practical, factorial experimental design is clearly a best practice for isolating individual media and
cross-term effects. The basic structure of the design in ICM research uses audience segmentation
technigues that rely on cookie technology, to pre-establish randomly selected Internet advertising test and
control groups. As more factors (media) are added to the design, more layers of test and control are
overlaid (see Figure 1 for a graphic illustration of the resultant cells).

If radio is part of the mix, then matched radio markets can be added to the design. Test
markets receive radio advertising, while matched control markets do not receive radio
advertising.

If print is part of the mix, then selective binding, or other means, can be utilized, also in
matched markets. Test markets receive the print advertising, while matched control markets
do not receive print advertising.

If television is part of the mix, then spot TV and/or split-cable advertisements can be used to
create matched markets.

2-Dimensional Representation of the Factorial
Experimental Design for a Cross-Media Campaign:

As an example for interpretation: the combination of only Internet + TV
would be accounted for by those people in Cell #13 (Internet and TV)
who also reside in Cell #24 (no Magazine or Radio).

Radio No Radio Magazines No Magazines Television No Television

Television

No Television

Internet

No Internet

Radio

Ne Radie

FIGURE 1: Factorial Design

While true factorial experimental designs are best practice, there are cost, marketing, and analytical
implications that may prevent factorial designs from being fully implemented 100% of the time. The more
media, the more expensive and difficult to implement a true factorial design. For example, matching
markets, in individual media, against key variables can be difficult and complex (selecting the correct
variables on which to match, finding appropriate matched markets), and it adds an extra layer of analytic
complexity in design. In addition, selective binding in print can be an expensive proposition, negating
some of the cost-savings of the ICM approach. Further, selective binding, cable-splits, and the use of
local spot TV may not align with the original goals of the campaign being measured, as these techniques
may affect the overall potential reach and frequency of the campaign. Finally, as each medium is added
to the design, incremental sampling costs are incurred, since the research needs to obtain enough
sample from each of the matched markets, in order to conduct proper statistical analysis.

As an illustration, where TV is the dominant part of the multi-media advertising plan being tested, the
XMOS methodology does not use a comparison of test and control cells for TV, but employs a pre-post
exposure or “baseline” versus “exposed” comparison instead. While this has significant cost savings, it
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adds to the analytic complexity (factorial design cells are incremental to a TV baseline), and may limit the
extent of the conclusions to be drawn from the analysis of each medium. To help offset the limitations of
the pre-post design employed, the XMOS methodology monitors the timing of the media delivery in each
of the media under study and uses continuous tracking over a substantive period of time.

In some studies with heavy television advertising, the factorial design has been augmented through a
staggered commencement of each medium in the campaign. This method attempts to isolate a single
medium while it is running by itself during a dark period, perhaps just prior to the beginning of the full
campaign. A limitation of this approach, however, is the short window of time (e.g., one to two weeks) to
monitor the individual effect of the medium relative to the entire duration of the campaign.

Once independent media effects are isolated through factorial design, the potential exists to quantify the
relative costs incurred to affect changes in brand metrics for individual media. This step is an optional one
in ICM research but necessary if the marketer wants to gauge the relative cost effectiveness of, say, TV
vs. print vs. Internet in moving branding measures. Specifically known as Return On Marketing Objectives
(ROMO). ROMO calculations are the basis for estimating the the dollar value contribution of media
during: 1) the actual campaign tracked by XMOS and 2) when projecting effects resulting from a
hypothetical shift in channel allocation, i.e., increase in Internet budget and reduced offline spend.
ROMO provides an estimate of what it costs to affect an average person on a medium-by-medium basis,
thus furnishing a means to potentially improve campaign impact through a more cost-effective investment
allocation across individual media vehicles. For example, if the Cost Per Branding Effect is found to
$1.80 for magazines, $1.50 for TV and $1.20 for the Internet, then a media planner might consider
shifting some dollars from magazines and TV to the Internet. The ROMO calculation divides dollar
expenditures for each medium by the number of people impacted by advertising attributable to each
medium. Changes in branding metrics such as ad awareness, brand awareness, purchase intent, etc.
can be plugged into the ROMO equation to quantify advertising effects. The ROMO calculation is
illustrated in Figure 2, XMOS includes this additional phase and uses a calculation technique.

XMOS ROMO Calculation

(TV Example)

Total Cost of TV
Total population effected

Cost Per Branding Hfect =

$12,000,000
8,000,000

$1.50 =

2 §htal population effected = (Post branding %o - Baseline branding %) X population

FIGURE 2: ROMO Calculation




Gathering OTS Information Through Surveys/Verification Of Ad Exposure

When cost, marketing, or implementation considerations prevent full use of a factorial design, ICM
research can be challenged to gauge exposure, or opportunity-to-see (OTS), across media in a precise
and equitable fashion. OTS estimates from ICM studies can serve two potential purposes:

1. To provide information that supplements the experimental design based comparison for isolating
individual media effects; to provide another means of separating impact of TV, print, Internet, etc.

2. As a means for evaluating the effects of advertising at various frequency levels within individual
media; these data serve as a platform for estimating media effects at projected levels of spend,
e.g., the Internet's impact at a 2% budget level (3x avg. freq.) versus 15% of spend (9x avg.
freq.).

It is reasonable to assume that media exposure data gathered during ICM surveys might be used as a
means to further shape the media effects uncovered through experimental design, given the
aforementioned challenges. For example, it makes sense to compare the effects of respondents that
were identified through the survey as having been exposed to various combinations of print, TV or
Internet advertising to the overall experimental design results to determine if there's some kind of
agreement. The combination of the experimental design results and the survey classifications of media
exposure could provide some directionally important insights into effects, albeit not as statistically
rigorous as a stand-alone, true experimental design.

As stated earlier, a key reason for conducting cross-media studies via the Internet is to ensure a sufficient
number of respondents who have been exposed to online media. Today's Internet advertising budgets
are not large enough to generate the audience reach attained by the more generously-funded TV and
print media, for example. As a result, using a data collection technique like the telephone does not make
sense from an economic perspective since a typical Internet schedule might reach between 2% - 8% of
the population. Even if exposure to online advertising could be accurately gauged (and without cookies
this is a dubious proposition), low incidence would make the research cost-prohibitive.

Web-based surveying solves the problem of identifying people who have been exposed to Internet
advertising but may fall short in verifying exposure to offline media with the same precision. It may be
assumed, for example, that 100% of respondents determined to be Internet-exposed had an opportunity-
to-see OTS an online advertisement since they are electronically identified via cookie tracking (See
Figure 3).

But Internet technology cannot electronically track exposure to other media. Therefore, a recall method
may be deployed to collect advertising exposure to other media. For TV, yesterday viewing and broad
day part recall questions would be used to estimate the probability that someone was exposed to a TV
ad, while readership of specific magazine titles would qualify respondents coming in contact with print
creative.® This method of estimating ad exposure leaves open the possibility that some respondents may
be incorrectly classified as having seen a TV or magazine ad when they actually did not, or as having not
seen an ad when they actually did. It also creates a disparity in ad exposure verification when compared
to Internet ad exposure.

This is not a criticism of the recall technique as much as it is a call for consistency when measuring the
individual effects of the Internet, TV and magazines in a cross-media study. It is difficult to estimate the
error caused by ad exposure verification disparity but it should be recognized as a potential
overstatement bias in favor of Internet advertising effect relative to offline media. Within XMOS studies,
however, this issue is likely not as critical since the primary method for separating individual media effects
includes factorial analysis and experimental design.




FIGURE 3: Disparity of Online and Offline Verification Of Ad Exposure

Television Frequency Estimates From OTS Survey Data Can Lead to Undervalued Impact at High
Frequencies

Frequency of ad exposure is a key determinant in brand metrics. Generally, the more ads people are
exposed to * up to a certain point -- the more they absorb the intended message. So, for ICM research, a
vital prerequisite to descriptive media projections is the ability to accurately capture advertising frequency
for individual media, in order to observe effects at varying levels of exposure. Specifically, some ICM
research uses ad frequency estimates as the cornerstone for projecting Internet advertising effects at
higher Internet spend (and therefore higher frequency) levels. Conversely, this reallocation of dollars to
the web is counterbalanced by reduced offline spend, resulting in lower offline ad frequency. And,
estimates of the relationship between offline frequencies and ad effectiveness are incorporated into the
offline projections at the reduced spend levels. However, in ICM research, there are differences in the
way individual frequency is estimated for each medium. In this type of research, Internet and print
frequency estimates are more precise than estimates of TV frequency, and this may impact the ability to
accurately tie frequency estimates with advertising effectiveness measures.

For print, interviewees are shown the covers of magazines and they identify which issues they have read.
Based on the number of issues read and the number of ad insertions that were booked, each
interviewee's print frequency is ascertained. For television, respondents are asked a series of questions
relating to hours of television viewing by daypart and program. Based on the respondents' answers to the
TV questions, each respondent is assigned to a TV Quintile from heavy to light. According to the GRPs
delivered to date, the respondents are assigned a TV frequency that corresponds with the particular TV
Quintile to which they were designated. For the Internet, frequency is established from the cookie history
of the respondent. The cookie electronically captures each ad exposure, and this cookie data directly
relates the Internet frequency of the respondent.




Certainly, the precision of the data for each medium varies, as described above. But a mathematical
discrepancy exists as well. The Internet and print frequencies are continuous on any given day. Any
respondent has the possibility of being assigned a frequency value from zero to the total number of ads
that have been delivered to date. If 25 total ads had been delivered either in magazines or online then a
respondent could theoretically be assigned a frequency value of any integer between 0 and 25
(0,1,2,3,4,5... or 25). By contrast, the TV frequencies are discrete on any given day. Any respondent
only has the possibility of being assigned a frequency value of 0 or a value that correlates to one of the
five quintile averages for that day. If 25 total ads had been delivered on television then a respondent
might theoretically be assigned a frequency value of either 15.1 (Heavy TV), 8.7 (Heavy-Medium TV), 6.3
(Medium TV), 4.4 (Medium-Light TV), 1.5 (Light TV), or 0 (no TV).

Discrete, or bucketed, frequency measurements for TV result in a loss of accuracy in capturing the
relationship between brand lifts and frequency. The way that TV frequency is estimated potentially
overstates the impact of a small number of TV exposures to an individual and understates the impact of a
larger number of TV exposures. This will occur because the range of frequencies tends to be smaller in
the lower quintiles than in the upper quintiles. In the lower quintiles, the average frequency will be closer
to the actual frequency of a respondent. On the other hand, the upper quintile averages have the
potential to diverge further from the actual frequency of the respondent.

We created a simulation that illustrates this potential effect. = We built a data set containing 100
hypothetical TV viewers and placed them in five quintiles. Guided by the quintile breaks from an
advertiser's actual television campaign, we assigned a @real® frequency to each hypothetical TV viewer.
Then, based on the general shape of branding curves, we assigned a brand lift value to each hypothetical
viewer. We modeled curves to predict the brand lift from the quintile averages; and, when we plotted our
modeled curves against the brand lift curves that resulted from the 4real® frequency, we received great fits
(> .90 adjusted r®). Despite these great statistical fits, the curves over-estimated the impact at the lower
frequencies and flattened out very quickly at the higher frequencies (Figure 3). In this example, modeling
from a quintile average undervalues the impact of TV. The modeled curve would indicate to the
researcher that the TV impact begins to diminish at a lower frequency level than actually the case. And,
since the inflection points on the diminishing return curves play a role in the descriptive or media
comparison analysis of where a particular medium reaches its maximum potential, it could lead the
researcher to underestimate the dollar amount that should be allocated to TV.

FIGURE 4: Modeling Brand Lifts from Average Quintile Frequencies
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RECRUITMENT: ISSUES IN INTERNET RECRUITMENT AND PROJECTION OF RESULTS

In ICM research, Internet technology not only facilitates the use of appropriate experimental designs, but
Internet recruitment also solves many of the problems that other methodologies face in accounting for
online advertising in the media mix. Internet technology allows the research to precisely establish, and
some cases determine, control and exposed groups relative to online advertisements. Internet
recruitment can also be extremely cost-effective, with little marginal cost (except respondent incentives) in
recruiting large samples.

Utilizing the Internet for recruitment creates a number of issues and challenges, however. When
attempting to use an online surveying technique to gauge overall media-mix brand effectiveness, a
fundamental concern is how accurately web surveys capture an audience that reflects a normal
distribution of online and offline media behavior. Since the Internet is not yet ubiquitous * currently about
60% of the US population actually uses the Internet in a given 30 day period’ - the potential exists for the
results of the online surveys to be biased towards the specific proclivities of the Internet universe.

Internet Demographics: Younger and More Upscale

A quick glance at the demographics of the Internet universe vs. the non-Internet universe (Figure 4)
reveals that the two populations are not equal. The Internet universe remains younger, more affluent,
and higher educated. With that in mind, it is certainly conceivable that the online and offline groups of
people will view media in different patterns and will respond to media in different ways. Thus, using an
Internet-based sample to project cross-media effects to the entire US could encounter some error, unless
appropriate statistical measures are used to potentially ameliorate the discrepancy.

FIGURE 5: Online vs. Offline Demographics




Internet Media Profile: Lighter Viewers Of TV

Internet and non-Internet universes may differ in media consumption of television, print, radio and other
offline media. In general, Internet users tend to be lighter television viewers than non-Internet users.
Figure 6, below, illustrates this point. Further, a recent study by IMS and Doubleclick confirmed this
notion by showing that Internet advertising fills in the gaps that offline advertising leaves among the
lightest offline viewers®. In their study, Internet advertising added disproportionate GRPs to the lightest
offline quintiles.

FIGURE 6: Internet Usage Quintile Indices for Television Usage
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Figure 7, below, illustrates the specific difficulty in using the online universe to represent total US media
usage patterns. The chart represents the television delivery of an actual packaged-goods advertiser's
schedule. In this example, the television schedule delivers 455 GRPs to the total US Female 25-49
target. However, when the GRPs are decomposed against the Internet and non-Internet universes, it
becomes clear that the two groups have received unequal media weight; the online population received
28% fewer GRPs than the offline population (420 GRPs vs. 537 GRPs). As a result of the disparate
media weights, the online and offline segments of the Female 25-49 target could likely have received
differential branding impact from the television schedule. In this example, without any research
adjustments, interviewing survey respondents from the online universe may not have given a
representative view of the overall TV impact.

FIGURE 7: Disparate Media Delivery Weights to Online and Offline Populations

Internet Survey Respondents: Skew Towards Heavy Internet Users

Collecting online samples that mirror US media consumption is further complicated by another feature of
online recruiting: the heaviest online users are the most likely to receive an invitation to take a survey and
participate in the research. It has already been shown that the heaviest online users have the greatest
skew towards light television viewing. Since these heavy Internet users typically comprise the greatest
portion of the online sample, the potential to get a non-representative view of total offline media behavior
becomes enlarged.

We created a model to demonstrate how conducting surveys within the average online ad schedule would
tend to attract the heaviest online users. Based on the page consumption patterns of a real site, the
simulation distributed page views to users in five quintiles. We then created simulated ad schedules that
represented varying Shares of Voice (SOV), or portions of the total pages served. At typically low SOV
levels for online recruitment of 3% to 10%, the simulation (Figure 8) showed that the heaviest Internet
users had a dramatically higher likelihood of being asked to participate compared to the lighter Internet
users. Over 60% of the potential sample come from the top two quintiles, while fewer than 20% come
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from the bottom two quintiles. It is not until one achieves very high SOVs that the percentage of possible
survey participants flattens out across the quintile groups.

FIGURE 8: Online Surveys Typically Collect the Heaviest Online Users

While this lopsidedness among the quintiles has limited impact for studies designed to only isolate the
online impact of advertising, it presents specific difficulties for extrapolating cross-media effects from an
online sample. Since heavy Internet users tend to be light television viewers, the net impact of the heavy
user bias in recruitment is that, without corrective remedies, online surveys will tend to over-sample the
lightest television viewers and may result in an underestimation of the impact of TV ad campaigns.

CAPTURING EFFECTS

In the first section, we described differences in exposure (OTS) measurement across media. These
differences affect the precision to which respondents may be put into different cells for media exposure,
and can affect the results of analyses that supplement the experimental design. There are other
differences that may also affect the ability to gauge individual media effectiveness in an equitable way
and may affect the validity of generalizing research outside of the campaign being measured. These
differences relate to isolating individual media effects to recency of exposure and to creative effects.

Recency of Exposure Effects

Advertising effects decay over time. The amount of decay can be influenced by a variety of factors.
However, it is well established that the time since last exposure to an advertisement is inversely related to
the effects of that advertisement.” Because of the differences in measurement of vehicle and advertising
exposure across media in ICM, there may be differences in the recency of exposure relative to survey
completion across different media channels. Some of this disparity is due to the very nature of the media
schedule; specifically, it relates to how much advertising is running in each medium and nuances in
media consumption patterns, particularly with magazines. Another source of the proximity difference can
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be rooted in ICM data collection techniques and has to do with the fact that ICM surveys are often
administered as part of the ad serving process; this would tend to systematically place survey completion
close to Internet ad exposure and could favor Internet ad effects.

Regarding media consumption patterns, a monthly magazine, for example, tends to accumulate most of
its readership during the first two weeks around its sale date but continues to be read for up to 12 weeks
thereafter, at a declining rate. This means that advertising effects would more likely be uncovered during
the early life of a magazine issue than three to four weeks out. Advertising weight also has an impact on
survey recency in that the more advertising run, and the greater dispersion of ads across a schedule, the
higher the probability that respondents of ICM research will be surveyed closer to an ad exposure. For
example, with TV, a multi-daypart schedule reaching 90% of the target audience is more likely to close
the recency gap than one limited to, say, sports and late night that reaches 55% of the target. By and
large, disparities in survey recency stemming from media scheduling and consumption patterns tend to
be a reflection of the natural ebb and flow of the media plan and are not considered a hindrance to
capturing advertising effects as they occur in the marketplace.

As mentioned earlier, the recency gap between advertising and survey completion may favor the Internet
due to ICM's data collection techniques. Since the online surveying procedure is often incorporated into
the online campaign ad serving process, there is a greater likelihood that web effects would be collected
within closer proximity to ad exposure than with offline media. For example, online advertising research
often relies on pop-up recruitment that is spawned from the campaign creative, launched when
respondents leave the page that the online advertising appears on. This allows the researcher to
effectively recruit respondents exposed to the particular online advertisement being measured. To
address online advertising recency effects, a separate panel of respondents may be recruited
independent of the ad serving campaign, however, there still is often a high proportion of online exposed
respondents who are recruited very closely to last exposure. Until published data comparing print,
television and online decay are available, this will be a variable whose effects will be difficult to quantify
and adjust for in doing ICM research.

Creative effects

It has been established in numerous studies that the quality of advertising creative is a crucial
determinant in advertising success.”® For that reason, results from cross-media research that measures
and compares effectiveness across media channels is certainly affected by the quality of the advertising
running in those channels.

Consequently, there will be differences in creative quality among channels that will be manifest in the
measurement of comparative success. For example, breakthrough TV will likely eclipse Internet creative
and will make the television seem more successful than the Internet in terms of overall effectiveness.
Conversely, Internet advertising that supports the breakthrough TV creative may bolster the web
campaign's impact. Without recognizing this very important factor of creative quality, this type of research
can provide results that are not necessarily representative of the general strength or weakness of the
media themselves.

Creative size, and for online advertising, creative technology, may also be a factor. A two-page, full-color
spread in a magazine has been shown to have more value than a 1/3 page, two color one.** For online
advertising, the alternatives are numerous; executions can range from a rotating banner advertisement to
an intrusive, rich media video creative. These differences certainly have an impact on the relative
success of each medium for each campaign tested.

SCALING INTERNET AT HIGHER LEVELS

One of the questions that advertisers would hope to answer from cross-media research is what happens
when the Internet portion of the advertising budget is significantly increased. According to estimates, the
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Internet typically receives about 2% of the total advertising budget.”> Some recent cross-media studies
have suggested that these Internet budgets should be raised by substantial amounts + in some instances
by 4 or 5 times current levels -- in order to achieve the best possible branding effect.®> While the
suggestions appear to be reasonable based on the collected data, caution should be used when
employing a model to predict events that occur far outside the range of the data that was used to build
that model. The question becomes whether Internet branding results at 2% of budget will scale at the
same impact when the budget exceeds, say, 10% of spend.

At the current low budget levels, most online media buys are quite targeted to the core consumers of a
particular product. When advertising a brokerage firm, for example, online advertisements are often
placed on sites such as Yahoo! Finance, CBS Marketwatch, or other sites that are specifically geared to
the brokerage product. The users of these websites are particularly attuned to financial content, and they
would receive the information contained in financial advertising more readily than users at un-related
websites. A Dynamic Logic study highlights the differential contribution that targeted placement, like our
brokerage example, adds to branding results.'* In their analysis of 17 campaigns with targeted and
untargeted placements, the respondents at the targeted placements had consistently higher brand
metrics than respondents at less targeted placements (Figure 9).

FIGURE 9: Targeted Online Impressions Yield Better Brand Results

When Internet budgets are small, targeted inventory is readily available; and, the brand metrics in online
surveys are measured against the core target. However, if we suggest that Internet budgets be increased
dramatically, then media planners need to seek inventory beyond the most targeted placements to fulfill
that spend and reach requirement. And, according to the Dynamic Logic results, the brand impact of the
advertisements would no longer be directly projectable from the survey data that was collected at the
smaller, more targeted, budget level. Instead, we would expect that the brand impact of an individual
online exposure would degrade as the media placements become less and less targeted.

Offline media generally do not suffer from this particular predictability issue. Since offline media
command larger portions of the total budgeting pie, offline campaigns typically generate relatively high
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reach. Given this fact, cross-media research does not usually suggest substantial increases in offline
reach. Thus, the predicted brand values for future offline campaigns are based on reach levels that fall
within a reasonable range of the data that was used to build the model. However, were we presented
with a campaign that had low offline reach, model suggestions to dramatically increase that reach should
be taken with similar caution as current suggestions of dramatic increases for the Internet. Conversely, a
recommendation to dramatically lower the offline spend or reach should be viewed as carefully as any
other recommendation that extends well beyond the scope of the model data.

SUGGESTED BEST PRACTICES

The challenges of ICM measurement necessitate an iterative approach to research design and
methodology. The public research done to date in this area, namely XMOS, should be recognized as a
great accomplishment, and the high degree of industry wide acceptance is deserved. Indeed, XMOS
follows many of the best practices highlighted below. However, there is no research that cannot benefit
from improvements. Based on our observations, above, we suggest the following best practices to
ensure the highest possible ICM validity.

Resolving Sample Frame Biases

The online sample frame bias has two parts: 1) Internet users may have different media consumption
habits than their offline counterparts, 2) Internet surveying techniques often oversample heavy Internet
users. Those online tend to consume less television than the offline group of people, and this is
particularly true for the heaviest online users. As a result, ICM studies that do not account for the two
parts of the online sample frame bias have the potential effect of misrepresenting the effect of TV
advertisements, especially at the highest ranges of TV exposure frequency.

Issue: ICM research may not represent the media habits of the offline universe
Best Practice: Simultaneous phone tracking of the non-Internet universe

One way to account for the first part of the bias, relating to the offline media habits of non-Internet users,
is to conduct simultaneous small-scale, calibration phone surveys. These phone surveys would be
conducted against a non-Internet group, and would serve to gauge the brand lifts associated with offline
advertising against those people who cannot participate in an online survey. The results of the phone
surveys can be used to balance out any non-representative bias of the online survey results. This phone
tracking methodology has been employed in over half of the XMOS studies to date; and the results
showed similar brand awareness baselines between the online and offline groups. However, one should
use caution in applying the results of individual case studies to all cross-media studies. The analysis in
this paper has shown compelling evidence for potential biases to occur, and it is strongly urged that a
phone survey crosscheck against the non-Internet population be employed in all online-based cross-
media surveys.

Issue: ICM research contains a bias towards heavier online users

Best Practice: Weight responses based on Internet usage, and employ appropriate experimental
design and frequency caps on recruitment units

Phone surveys alone will not address the second part of the online sample frame bias: the heaviest
online users are the most likely to participate in the survey. To address this particular facet of the
problem, three actions should be taken: 1) Weighting of survey results + to produce estimates that are
more representative of the combined online/offline population; 2) Incorporation of online experimental
design * to ensure that test and control groups have similar population characteristics (especially media
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consumption) so that weighted results will capture a representative picture of ad effects; and 3)
Implementation of frequency caps for anyone given an opportunity to be sampled.

The main objective in weighting for heavy online-user recruitment bias is to reduce potentially skewed
results, making them more reflective of the total Internet universe and, as a result, more in line with the
total population. This is especially critical in gauging TV advertising's effects since light-users and non-
users of the Internet tend to be the heaviest TV viewers. The weighting data would be gathered from
media consumption questions administered during the survey. Respondents would then be grouped into
light, medium and heavy usage classifications according to their time spent with each of the media. In
general, more weight would be applied to lighter Internet users and/or heavier consumers of offline media
(particuarly TV), less for heavier users.

Preferably, a true experimental design should be employed to create test and control samples for
estimating advertising effects. Online experimental design not only provides the underpinnings of an
overall factorial experimental design, but it also allows for sample homogeneity between the test and
control cells. This homogeneity is critical for the weighting process, since weighting itself can introduce
potential error into final projections. However, for cost reasons, most general online surveying does not
employ a true experimental design. Instead, ad impressions + control banners and test banners alike—
are often served 2as it falls® in an exposed vs. unexposed design.

An exposed vs. unexposed design does not separate control and test groups ahead of time through ad
server segmentation. Rather, after the survey has been completed, the researcher checks the cookie
history of the respondent to determine any prior exposure and places the respondent into the proper
exposed or unexposed group. On the other hand, in a true experimental design the viewers are
separated into two groups ahead of time and the test group only receives test banners, while the control
group only receives control banners. Figure 10 illustrates the difference in design.

The net effect of an exposed vs. unexposed design is to create a control group that is composed of lower-
frequency, lighter Internet users than the exposed group. This derives from the fact that control
respondents will always have a frequency of exactly one, while the test respondents can have a range of
exposure levels (for a detailed explanation, see endnotes).15 On the other hand, a true experimental
design avoids the trap of incomparable test and control groups because both cells are separated into two
mutually exclusive groups ahead of time and then randomly sampled according to the ad rotation. As a
result, test and control groups are both composed of respondents with varying ranges of frequency. The
true experimental design fosters more homogeneity of test and control groups thus creating a better
foundation for weighting.
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FIGURE 10: 2Exposed vs. Unexposed® and 2Experimental® Designs

Finally, with regard to the online heavy-user solicitation bias, frequency caps should be employed on the
recruitment units of the online test cell. Frequency caps work by designating that individuals (cookies)
are only served recruitment units once over a designated period of time. This prevents heavy users from
over-consuming the online ad impressions, and allows lighter users more of an opportunity to be
recruited.

It should be noted, though, that the frequency capping technique for reducing heavy-user solicitation bias
necessitates cooperation from the websites included in the test, since these caps are only efficient at the
site rather than ad-server level. It also necessitates that the recruitment units run in the test cell
concurrent to the online campaign; and, this adds significant recruitment media cost to the research.
Since online advertising typically runs at low Share of Voice and in rotation with other advertising
campaigns on the same page, without substantial increases in recruitment media weight, it can be
exceedingly difficult to locate enough exposed respondents to properly meet the sample requirements for
each of the appropriate cells in the factorial design. When possible, however, frequency capping should
be used along with weighting to minimize the potential recruitment bias toward heavy users.

Issue: TV frequency estimates may obscure real TV impact at high frequencies
Best Practice: Estimate TV frequency through deciling, or any larger n-tile

Estimating TV frequency will always be difficult through survey-based methods. Current quintiling
methodologies follow the best available approach, based on the constraints provided by non-
electronically captured TV exposure measurements. However, our previous example (See Figure 4)
illustrated that using quintile averages to estimate TV frequency can lead to brand lift projections that
overvalue a few exposures and undervalue many, many exposures. This potential error stems from the
fact that the range of exposure frequencies is greater at the lower quintiles than at the higher quintiles;
the quintile-estimated frequency is more likely to be closer to the actual frequency at lower exposures,
and this can skew modeled lifts based on quintile frequency.

Expanding the quintiling approach to deciles or any larger n-tile can improve the accuracy of this
methodology. As the number of n-tiles is increased, the more accurate the methodology becomes,
because the range of frequencies within each bucket gets smaller and smaller. Deciles double the
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number of frequency buckets and can lead to a better approximation of the relationship between
frequency and brand-awareness. If we take our previous example and overlay brand lift estimates based
on deciles, we can see this effect (Figure 11). The deciled frequency estimate provides a better
approximation of the actual brand lift than the quintiled estimate. While the deciled approach will still
underestimate at very high frequency levels, the projected inflection point is much closer to the actual
inflection point; and, the researcher interpreting this descriptive data would have a more realistic view of
where TV begins to accrue diminishing returns.

Figure 11: Deciled Approach to Estimating Television Frequency

Issue: Measured Internet impacts may not scale to higher budget levels.

Best Practice: Use normative data to create brand value indices for targeted and untargeted
placements

Since Internet budgets are typically very low, any suggested increase in spending will be a substantial
relative change. Some cross media research suggests growing Internet budgets to levels that may
exceed the scale of the original study data. The challenge of projecting measured Internet results at low
budget levels to estimated brand results at higher budget levels, though, is addressable.

To counteract this current limitation, normative data sets could be built. Dynamic Logic or other similar
data could be used to build brand degradation factors by product type, category, etc... in targeted vs.
untargeted placements. If a media planner were able to estimate the percent of the buy that would need
to be targeted relative to untargeted in order to obtain certain reach and frequency levels, the brand
degradation factors could be used to weight adjust the projected brand lifts for the Internet.

Without normative data sets, individual studies can create their own degradation factors by incorporating
small éresearch® buys into the study design. This technique, pioneered in recent XMOS studies, asks the
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media planner to buy media in Internet placements that are a level of targeting beneath the core set of
sites. Results from these 2next media,® as XMOS terms it, along with an analysis of available inventory
can be used to adjust projected brand lifts at substantially higher budgets. Until normative data sets
become readily available and remove from the marketer the cost burden of creating degradation factors,
this @next media® approach serves as best practice.

Issue: Differential creative executions across media can influence results
Best Practice: Use normative data to devise indices of creative quality

Cross-media research generally analyzes exposure efficiency per dollar spent across the different
marketing channels. However, rarely does it take into account the actual creative elements utilized in
each medium. The quality of the creative executions may vary between TV, Internet, and print -- thus
obscuring the true impact of each medium. Studies designed to capture the individual and combined
effects of each medium often overlook the creative disparities that may effect brand recall. Of course, this
is not unique to cross-media campaign research, but it is especially relevant here, because many
advertisers fail to regularly and rigorously test their online, radio, and print campaigns. We urge that they
do so, and that they then use those measures as are outlined below.

Potentially, the researcher may adjust for this factor by indexing online and offline creative based on
established, normative data for creative quality or impact. For television, this testing may come from ASI
copy test scores; for magazine, Starch scores may be of value; and for Internet advertising, an index
based on Dynamic Logic's MarketNorms database, which also can provide benchmarks for creative size,
technology, and other variables.

Ultimately, however, when measuring one campaign, it may not be possible to completely divorce the
success of particular media from creative success. Before normative data is available, the researcher
should probably both acknowledge the role of creative quality and make it part of the interpretation of
results. Finally, we suggest that results from a small number of cross media tests should be interpreted
directionally and not as benchmarks for media value and budget allocation.

Issue: Electronic verification of Internet exposure may advantage it over recall verification of
other media.

Best Practice: Recognize the limitations of ICM research and factor the differential verification of
exposure across media into the interpretation of results.

In the case of ICM research, Internet exposure is electronically verifiable through cookies, while surveys
are used to estimate exposure to advertising in other media. It was stated earlier that collecting media
exposure information in ICM research helps in the linking of ad frequency estimates to ad effectiveness, a
critical platform for descriptive analyses that project the impact of shifting dollars from offline to online
media. The information also can serve as a cross-check for isolating the impact of individual media
through experimental design. Survey-based methods of capturing exposure rely on the respondents’
recall of the magazine issues that they have read or the television programs/dayparts that they have
watched. These recall measurements are subject to error from the inexactitude of human memory and
the psychological capriciousness of human response to surveys. Granted, this error is normally
encountered in much industry research. The issue is not so much the use of recall but mixing this
technique with the more accurate electronic tracking of Internet ad exposure.

Mitigating the recall error in this type of cross-media research would be costly and perhaps impractical, as
expensive electronic people tracking would be necessary to better describe offline media ad exposure.
Should such a measurement mechanism become available, research studies could be designed to
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analyze the nature of the recall error and factors could be applied to future cross-media studies.
However, industry studies are currently not existent and likely a long way off.

The best current fix is to recognize the very beneficial contributions that online-based, cross-media
research lends to marketing decisions, while also recognizing the limitations of the research. Marketers
should use the descriptive, modeled projections to provide strong, directional guidelines for divvying up
the marketing dollars; but, they should be aware that online-based methodologies require exposure
measurements that may somewhat bias the results in favor of Internet budget allocation. The in-direct
capture of print and television exposure, through recall, may dampen the measured brand lifts relative to
the actual brand effects of these media.

Issue: Responses occur closer to Internet exposure than to other media exposure

Best Practice: Recognize the proximity difference and factor this into the interpretation of
comparative results.

Due to cost-saving measures when using online survey techniques, users are often surveyed directly
after having seen an Internet advertisement. This is not generally the case for other media. As a result,
respondents often have more recent exposure to Internet advertising than to other media, which can
result in a branding-lift bias towards the Internet.

In order to account for these proximity differences, two steps may be necessary. First, decay rates of
advertising in different media need to be established and calibrated. There has been no such formal
endeavor done for online advertising, but this is suggested as an important next step. Second, the
researcher has to somehow estimate the recency of exposure across various media for the campaign
being measured. Online advertising cookies can include time stamps and 2time since last exposure® data
fields. Print advertising recency needs to be calculated based on subscriber and on-sale dates and
possibly combined with data about multiple readings of single issues---a fairly complicated proposition.
For television, a proxy needs to be devised to estimate recency of last exposure across different quintiles
based on the reach/frequency data from the campaign.

The remedies listed above are long-term propositions. Once again, the best current fix is to recognize
that online-surveying often occurs nearest to Internet exposure, compared to television or print exposure.
This 2recency bias® may overstate Internet impact relative to other media, and marketers need to
directionally take this into account when using the cross-media results to set channel allotments for future
budgets.
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CONCLUSION

ICM research has specific advantages for marketers wishing to understand the cross-media effects of
campaigns that include Internet advertising. For campaigns with an online component, ICM research is
currently the best of breed for evaluating the relative contribution of media towards branding impact. It
extends beyond the limitations of other cross-media methods by allowing for the cost-efficient capture of
respondents who have been exposed to Internet ads. In addition, it provides an innovative platform to
compare the singular and complementary effects of each medium.

Several landmark cross-media studies have recently been conducted using ICM techniques, including
many of the best practices. While this paper has outlined some limitations of the techniques, we firmly
urge the continued use of ICM methodologies as the present gold standard for dissecting the cross-media
branding effects of campaigns that include the web. However, as with any research, recognition of the
limitations of the research can only make the results more useful and instructive to the interpreter.

When possible, ICM research should adhere to the best practices outlined in this paper. However, some
of the more costly best practices, such as phone survey crosschecks, may not always be possible. Other
best practices, such as the collection of nhormative data sets, are more feasible in the long-term or require
industry cooperation to bring to fruition. In all situations, the key best practice is to follow the directional
results of the research, but to have an understanding of the underlying methodological issues that may
favor one medium over another and affect the magnitude of the results. When applying ICM research to
future campaigns, this understanding will give the marketer the best opportunity to allot advertising dollars
most effectively.
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“For Online, we use the industry definition of ad request impressions. Thanks to Dynamic Logic's Ad Scout system, every single
advertisement that Dove served Online included a transparent pixel. Serving this transparent pixel allows ustorecord the exact time and
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yesterday, past week, times of day watched over the past week, specific programs and channels watched each day over the past week, etc.
These media habits were measured at the end of the survey and allow us to calculate a probability that any given respondent was reached by
TV (based on daily cumulative reach) and the frequency of exposure (based on cumulative quintile frequency). Someone who watches lots of
TV during the same dayparts Dove was advertising is calculated as more likely to have been reached than someone who watches very little

TV, or who never watches during the dayparts Dove was advertising on.”
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Magazines:
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respondent reads.) The approach of asking consumers toindicate the magazines they have read or looked through is fairly consistent with
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Magazine measurement.).

In fact, over the course of the study, about one third of the Magazines we included in our list contained Dove Nutrium Bar ads. Therefore, we can code
respondents that indicated that they had 2read or looked through® any of the Magazines that contained Dove Nutrium ads as having an opportunity to see

Print advertising for the brand.°
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15 Why control respondents within an exposed vs unexposed design tend to be lighter Internet users:
The commonly used exposed vs. unexposed design in Internet research extends the heavy user bias by creating control groups that are composed of lighter
Internet users than the exposed group. The way that respondents are classified as 2test® or 2control®in this design establishes a test group of people who
have a range of ad exposure frequencies, while every control respondent has a frequency of exactly one campaign ad exposure. Accordingly, the control

group will be more likely to contain lighter Internet usersthan the test group.

In the exposed/unexposed scenario, respondents can be placed into three groups: 1) 2test® respondents who were recruited via a control banner but had
exposure totest ads prior torecruitment, 2) 2test® respondents who were recruited via a test banner and had exposure to test ads prior to recruitment,
and 3) acontrol® respondents who were recruited via a control banner and had no exposure to test ads prior torecruitment. Typically, to conserve costs,
control banners deliver a survey solicitation every timethey are called into rotation. Sinceindividual users are not solicited more than once, this means
that every control respondent in bucket #3, above, has a frequency of exactly one against the combined test and control campaigns. On the other hand, test
banners deliver a survey every nth time they are called into rotation. This approximates randomness and allows the researcher to collect test respondents

at varying frequency levels. Both test and control groups should both have equal proportions of heavy to light Internet users.
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